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A digital twin can be used to monitor the performance of its real-

world counterpart by providing more access to the digital model

than is possible in the actual vehicle (Courtesy of Siemens)

How's it going?
Nick Flaherty explains the impact autonomy is having

on monitoring the performance of unmanned systems

he ability to monitor the

performance of an unmanned

system becomes a key design

criterion when autonomy is

added to it. Taking its remote

operator out of the control loop means

the system has to make its own decisions

about the integrity and performance of its

subsystems.

The design and implementation of

the performance monitoring in such

platforms is undergoing a significant

shift that is influencing changes in

system architectures. Basic telemetry

from a system in operation is no longer

adequate for diagnosing problems or

highlighting potential problems. Built-in

self-test and onboard diagnostics (OBD)

are used alongside fault-tolerant designs

to ensure that component failures are

detected early
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Machine learning (ML), often using

neural networks, is increasingly being used

to monitor the performance of components,

to monitor the signals from sensors, the

vibrations in the airframe or chassis, or

the current from the battery pack. While

some ML techniques have included

sophisticated software such as the Kalman

algorithm running on microprocessors,

microcontrollers are now adding neural

network hardware ML accelerators to

support neural networks directly.

That is driving a split between centralised

monitoring, for example in a domain

controller that consolidates the functions of

multiple electronic control units, or to have

the ML monitoring taking place in smaller

microcontrollers local to sensors.

A third option is to include the
monitoring within the fabric of a

system-on-chip (SOC), tapping into the

infrastructure used for debugging the

performance of the chip during system
development. The data can be processed
locally in the fabric using a lightweight
processing engine, or shipped to the
cloud for analysis.

This use of the cloud has become
increasingly important for monitoring
battery packs. There is a growing trend
for data from the packs to be monitored
remotely, with autonomous vehicles
sending the data to the cloud for analys:s
by sophisticated machine network
algorithms. These monitor individuai
packs, but collating data from all the

vehicles in a fleet — or even across an
entire range of vehicles — allows more
subtle trends to be identified.

That raises the question of reliablhty,

however, as cloud connections arc

vulnerable if a comms link fails.
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Monitoring hardware added to a system-on-chip can be used to assess the condition of the chip
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Chip-level monitoring
Tapping into chip-level diagnostics is
a recent development for performance
monitoring. Here, small monitors are

added to key functional blocks and have
their own comms network. This adds up to
1% of the die area of the SOC, and so far

has been used for debugging the chip.
Once the blocks are designed into the

chip they gather lots of fine-grained data to

understand what's going on in the chip. As

the blocks are still present in production

it makes sense to use them to provide

details of the chip's performance.

This data can be sent out via the

comms links to the chip, whether it be

Ethernet, USB3 or PCI Express. It can

then be delivered to the vehicle operator

or even the operator's customer. That is

opening up new ways of managing data.

There is also the option of an on-

chip analytics subsystem. This is a

ring-fenced ML capability that could be

pre-programmed to monitor specific
parameters, such as throughput and
latency, which will vary from application
to application such as the length of the
queue of data and response times. This
means the embedded modules can
watch for a specific event or spot any
trends, and raise an alarm if necessary.

Another advantage is that all the debug
data is also available, by using a small
memory buffer on the chip and a larger
data store off it. The debugging and
monitoring hardware for this on-chip

monitoring could take up 1-1.5% of the

chip die area.

Having the monitoring on-chip

improves the response time, allowing

any issues to be detected more quickly.

In tests on an SOC controlling a camera

sensor, on-chip monitoring identified non-

responsive pixels in a few microseconds.

Taking the data off-chip for post-

processing in software took up to 100 ms.
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The technology is being used in a

driver assistance ADAS chip that will be

available later this year. Other automotive

controllers using the technology are due

to be launched next year.

On-chip neural networks
Using on-chip ML starts with capturing

enough representative data about the

phenomenon being modelled. This usually

involves placing sensors on or near the

object being monitored in order to record

its state and any changes over the time, for

example the temperature or vibration.

Chip makers now provide software and

hardware development tools that help to

capture and label the data. An example

here would be a sensor subsystem that

includes motion and environmental
sensors, a microcontroller, an SD card
connector and Bluetooth connectivity.

This subsystem labels the data for

'supervised learning', where the data

sets have to be characterised so that the

different outputs can be classified correctly.
These classified data sets are called the
'ground truth' and will be used to train and

then validate the neural network.

The system developer must decide on
the type of topology the artificial neural

network (ANN) should have in order to be
able to best learn from the data and provide

useful output for the target application. The

developer will typically use popular off-the-
shelf deep-learning frameworks to design
and train ANN topologies.

Training an ANN involves passing the
data sets through the neural network in
an iterative manner so that the network's
outputs can minimise any error on
the output. This is usually done on a
computer with virtually unlimited memory
and computational power, to allow many
iterations in a short period of time. The
result is a pre-trained ANN.

The next step is to embed the trained
ANN into a microcontroller. The software
tools allow fast, automatic conversion of
trained ANNs into optimised code that
can run on a microcontroller.

This can be integrated with low-level
drivers, middleware libraries and
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The structure of an integrated self-diagnosis system for an autonomous vehicle. It includes an in-vehicle gateway module that collects data to feed to an optimised deep-learning module, which isthen fed to a data processing module that sends the data to the cloud (Courtesy of YiNa Jeong etal. Catholic Kwandong University)

sample applications assembled into a
single software package using software
development tools.

Another example of using a neural
network for performance monitoring is an
acoustic-based fault diagnosis technique
for three-phase induction motors driving
the wheels of a driverless car. Four states
of the motor were analysed — a healthy
motor, a motor with a broken rotor bar, a
motor with two broken rotor bars, and a
motor with the faulty squirrel-cage ring.

A multi-layered neural network can
analyse the output of a microphone
and compare that to the different failure

mechanisms. The neural network can then
identify potential failures before they occur.

Software monitoring
Another way of monitoring the

performance of a system is to monitor

the data bus, which these days is often a
Controller Area Network (CAN).

Besides CAN, autonomous vehicles

are usually equipped with Ethernet.

The decision and control modules are

connected to the CAN bus, while the

sensors are connected to the Ethernet,

although sensors such as IMIJs now

have CAN interfaces as well. CAN and

Ethernet use different frame structures, so

combining the data effectively to compress

and send to the cloud is a major challenge.
A data recorder for doing just that has

been tested on an autonomous vehicle,
and the tests show that the data can be
reduced by a factor of seven. Data on the
in-vehicle network (IVN) is compressed
and transmitted to a remote centre for
vehicle monitoring and data analysis.

The input interface is either CAN
bus or Ethernet. The data comes from
sources including the perception module,
decision module, control module, Lidar,
radar, cameras, RTK GPS, IMU and the
odometer. The data parser can tell if the
message is for real-time monitoring or
historical data recording.

The real-time monitoring covers the
vehicle's location, speed, heading, mileage,
diagnostic trouble codes and so on, and
is sent to the remote centre every second.
Meanwhile the historical data, including all
the data on the IVN, is compressed into
files every 10 minutes and sent when there
is available bandwidth.

Upon the arrival of a CAN message,
the new data is mapped onto a 2D space
associated with the specific CAN ID.

The data recorder collects vehicle

information and sends the data to acentral server over the 4G cellular
network. The real-time data recetver
decodes some selected pararneters forvehicle monitoring, while the historical
data file receiver aggregates all the
commands to the vehicle through the
remote command transmitter.

The modules on the test vehicle (an
electric golf cart) generated more than
50 kinds of CAN messages with different
periods. During each 10 minutes, 150,565
records were collected.

Each CAN record consisted of arrival
time, CAN ID, data length code and data
bytes, producing over 2 Mbytes in the
10-minute sampling period. This was
then compressed to 305 kbytes using
techniques such as data grouping and
differential sampling, easing the pressure
on the comms link.

Self-diagnosis
Another approach is an integrated self-
diagnosis system (ISS) using a multi-
layered neural network. This collects
information from the vehicle sensors,
diagnoses itself and sends the results to
a central server. One example uses an
ISS with three modules.

An in-vehicle gateway module collects
the data from the in-vehicle sensors
and transfers the data collected through
various protocols in the vehicle. These
include CAN, FlexRay and Media
Oriented Systems Transport (MOST)
protocols that are used to link to the OBD.

The data collected from the in-vehicle
sensors is transferred to the CAN or

FlexRay protocol, and the media data is

collected while driving is transferred to
the MOST protocol. The various types of

messages transferred are transformed

into a destination protocol message type,

A second module, the optimised deep-

learning module, creates the dataset used

for training a multi-layered neural network.

taking the data collected from the in-

vehicle sensors and assessing the nsk of

vehicle components failing, as well as the

risk to other parts that might be affected

by a defective component, thus
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Performance monitoring is integrated into autopilot software to allow UAV operators
to replay a flight with visibility ot all the parameters (Courtesy of UAV Navigation)

A OR code allows the condition of an individual battery pack to be uploaded to the
cloud and combined with data from other packs in a fleet. This can also allow an
individual pack to have a customised charging algorithm (Courtesy of Bosch)

diagnosing the vehicle's overall condition.
A third module, the data processing

module. sends the data to the cloud and
links to a V2X-based accident notification
service that informs adjacent vehicles
and infrastructures of the self-diagnosis
result analysed by the OBD.

A link to the cloud has a shorter
transmission delay and ensures a
higher transmission success rate. The
timing impact introduced by various
CAN/Ethernet multiplexing strategies
at the gateway is used to derive upper
bounds on end-to-end latencies for
complex multiplexing strategies, which
is the key for the design of safety-critical

real-time systems.

The various actual arriving orders

of gateway messages are examined

in detail. An explorative worst-case

response time (WCRT) computation

method reduced the WCRT by

24%, dramatically improving the

responsiveness of the system.

Autopilot monitoring
Performance monitoring is increasingly
integrated into the autopilot in a WAV, as
it gathers all the sensor data. That means
the performance monitoring can be
handled through the autopilot via different
basic alarms, such as failure in a comms
port, the GNSS signal or an IMU failure.

That can be taken further though.
Telemetry analytics allow a UAV operator
to load the log file from previous flights
and analyse the data to graphically
represent all the variables received
through the telemetry, to see all the
parameters and even make multiple
comparisons of different data points.

That allows performance monitoring
services where users who have a
problem or incident, or are unsure about
the behaviour of certain parameters, to
send the log file for analysis.

The data also provides a graphical
representation of the variables in real
time, so that users can be performing the

flight while seejnq the telemetry
autopilot. A replay rnodo uses the data tolook back through the details of the fli(Jht
to monitor the performance.

That requires careful consideration of
the data management The configuration
of the general-purpose I/O lines and flight
paths are stored in non-volatile memory,
where wear-levelling is an important
factor in maintaining reliability.

Diagnostic data is often recorded in
the same page of a memory chip, then
overwritten by the next set of data. That
can mean certain pages are used more
regularly, leading to a reduction in the
reliability of storing the data as each read.
write cycle wears down the memory cell,
leading to the loss of data, one of the most
common long-term failures in an electronic
system. Wear-levelling algorithms move
the data around a memory chip to record
the data in different areas of it, ensuring
even wear across the memory chip,

The software also provides back-ups
of data, so if the systern detects an error
it can automatically recover a copy from
a redundant module of the memory and
replace it. This is stored in a separate
page on the same device to guarantee
reliable operation, However, it means the
data has to be stored with different ID
tags and with tight controls on its location.

Digital twins
Another non-invasive way to monitor the
performance of an autonornous system is
to use a digital twin. This is a simulation
of a complete vehicle or aircraft that is

used for development and testing.
A behavioural model of each

component can be used to develop
the overall system performance, then

components can be replaced with
detailed models of individual subsystems
and chips. These models are used to

develop the ML algorithms of platforms,

driving or flying millions of virtual miles to

enhance the algorithms.
The models can also be used for

monitoring the performance 01 the

system after it has been developed. They

can run 24 hours a day, seven days a
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week, in an accelerated environment,
highlighting any problems as the platform
ages. That can potentially give early
warning ot the failure of a particular
component or subsystem that can then
be checked in the real world.

Having a digital model allows for
detailed instrumentation, giving visibility
of many elements such as processor or
sensor cores in a platform that may not
be accessible in the real-world version.

Another key advantage of a digital
twin is that a simulation model can be

used to develop the training data for the
multi-layered neural networks used in the
performance monitoring subsystems. This

training can be difficult in real-world systems

as it could take many months of real-world

testing to generate the models, and then

many more to verify them. This process can
be shortened markedly by using a digital

twin to generate the training data

Battery monitoring
A key area of autonomous vehicle

monitoring is the battery system. This has

traditionally been done via the battery

management system (BMS), using a range
of algorithms including Kalman to flag up

changes in the pack's performance.

The average service life of modern

lithium-ion batteries is eight to 10 years,

or between 500 and 1000 charge cycles,

and battery makers usually guarantee

mileages of between 100,000 and

160,000 km.

The use of faster and more powerful

charging, up from 50 to 320 kW, and with

higher numbers of charge cycles for an

autonomous system, puts more pressure

on battery packs.

Stress, either from temperature or high

current draw, makes cells age faster.

The older the batteries get, the lower

their performance and capacity, and the

shorter the vehicle's range.

New cloud-based services are being

developed that supplement individual

vehicles' BMSs. Algorithms in the cloud

continually analyse the status of a battery

and take appropriate action to prevent or

slow down cell ageing.

DAISY CHAIN FORMATION

Master BMS Slave BMS

nmmmmnmmmm

A battery management system with a master
and slave has been designed with a cloud
connection to collect data from thousands
of battery cells in vehicles to monitor their
performance (Courtesy Of Ion Energy)

These measures can reduce the wear
and tear on a battery by as much as 20%.
Real-time data gathering is essential here,
as the cloud service uses the data to
optimise every recharging process and
modify how the vehicle drives.

This 'battery in the cloud' is being
used by a Chinese autonomous vehicle
provider. All the battery-relevant data,

including ambient temperature and
charging habits, is first transmitted in real

time to the cloud, where ML algorithms

evaluate the data. That provides visibility

of the battery's current status at all times,

and can also give a reliable forecast of its
remaining service life and performance.

It also uses data from fleets of vehicles.

This 'swarm intelligence' identifies more

of the stress factors for vehicle batteries

and identifies them more quickly.

For example, fully charged batteries

age more quickly at particularly high or

low ambient temperatures, so the cloud

service makes sure the batteries are not

charged to 100% when conditions are too

hot or too cold. Reducing battery charge

by only a few percentage points protects

against inadvertent wear and tear.

As soon as a battery fault or defect is

identified, the operator can be notified.

This increases the chances that a battery

can be repaired before it becomes

damaged or stops working.

The cloud service also optimises the

recharging process itself. The algorithms

in the cloud can calculate an individual

charge curve for each recharging

process, regardless of whether it takes

place at home or elsewhere.

That means the battery is recharged to

the optimum level, helping to conserve

the cells. Apps with charge timers
monitor the recharging process so that it

is carried out when demand for electricity
is low. Optimising both fast and slow

charging, and controlling the current

and voltage levels during the charging

process, helps to extend battery life.
It also allows the cloud service provider

to offer its own charging strategies, rather

than those in the charger or BMS. That
in turn can allow fast charging without
damaging the battery, or a more leisurely
standard charging process over several
hours, enhancing the battery's capacity
and service life.

Another driver for using a cloud service
for performance monitoring is a lack of
detailed technical knowledge about neural
networks, especially in emerging rnarkets.
Sending the data to a service in the cloud
for analysis means operators don't need
these specific skills but can still gain
advantage from the latest performance
monitoring technologies.

A 23 Ah 48 V cell from LG Chem for
example is being used in a portable battery
that is compatible with common
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Examples of performance monitoring technology suppliers

FRANCE
Ion Energy

GERMANY
Bosch Sensortec
+49 7121 35 35900

+49 6441 97880

JAPAN

+86 10 8235 1155

www.ionenergy.co

www.bosch-sensortec.com

www.sensitec.com

www.renesas.com

THE NETHERLANDS
NXP
+31 24 353 9111 www.nxp.com

UK
Reventec
+44 1725 510321

Sentronics
+44 1725 513703

Siemens PLM
+44 1276 413200

UltraSoC
+44 1223 422133

USA
Analog Devices

+1 781 329 4700

Flow Technology

+1 480 240 3400

Intermet Systems

+1 616 285 7810

www.reventec.com

www.sentronics.com

www.plm.automation.siemens.com

www.ultrasoc.com

www.analog.com

www.ftimeters.com

www.intermetsystems.com

Maxim Integrated Products

+31 88 97367 00

SPAIN
UAV Navigation
+34 91 657 2723

www.xsens.com

www.uavnavigation.com

+1 408 601 1000

Max Machinery

+1 707 433 2662

Memsic

+1 978 738 0900

SWITZERLAND

Colibrys
+41 58 100 5000

STMicroeIectronics
www.colibrys.com

+41 22 929 29 29 www.st.com

autonomous systems. The BMS collects

deep analytic information such as state of

charge, state of health (SoH) and warranty

information, along with vehicle tracking.

This monitoring requirement means

the BMS is split in two: the battery

management unit (BMW) and the system

management unit (SMU). Each BMU

can manage six to 18 cells in series, so

the SMU coupled with the BMU can be

scaled up to handle 720 cells.

This allows the depth of charging to be

fine-tuned at a cell level. The data system

with the SMU and LG Chem cell takes

124 data points every 500 ms on the cell

voltage, state of charge and SoH, shipping

1.8 million data points to the cloud.

This is useful for error identification

and battery diagnostics, and also creates

a giant repository of battery data in the

cloud. There can be the issue though of

who owns this data — the BMS supplier,

the battery supplier, the seller of the

systems or the users?

However, there is a potential conflict

between the results of the model and
the incoming diagnostic data that needs
to be resolved. Using the data as part of
the model leads to predictions about the
system's ongoing health.

Conclusion
There is a clear engineering trade-
off in monitoring the performance of

www.maximintegrated.com

www.maxmachinery.com

www.memsic.com

autonomous systems.

Local processing of the data using

embedded debugging traces and

dedicated on-chip neural networks can

provide a much faster response time to

flag up any problems. On the other hand,

sending data back to the cloud requires

more sophisticated onboard systems tor

capturing and compressing the data, and

transmitting it to central servers.
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